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ABSTRACT

Informal prototyping tools have shown great potential in
facilitating the early stage design of user interfaces. However, continuous interactions, an important constituent of
highly interactive interfaces, have not been well supported
by previous tools. These interactions give continuous visual
feedback, such as geometric changes of a graphical object,
in response to continuous user input, such as the movement
of a mouse. We built Monet, a sketch-based tool for prototyping continuous interactions by demonstration. In Monet,
designers can prototype continuous widgets and their states
of interest using examples. They can also demonstrate compound behaviors involving multiple widgets by direct manipulation. Monet allows continuous interactions to be easily integrated with event-based, discrete interactions. Continuous widgets can be embedded into storyboards and their
states can condition or trigger storyboard transitions. Monet
achieves these features by employing continuous function
approximation and statistical classification techniques,
without using any domain specific knowledge or assuming
any application semantics. Informal feedback showed that
Monet is a promising approach to enabling more complete
tool support for early stage UI design.
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focusing on visual design or implementation details, in the
early stage design of user interfaces. However, little support
has been provided for prototyping continuous graphical
interactions, which are an important part of highly interactive graphical user interfaces. We built Monet (see Figure
1), a sketch-based tool for informal prototyping of continuous interactions by demonstration, to enable more complete
tool support for early stage UI design.
In contrast to discrete interactions that are triggered by
events such as a mouse click, continuous interactions give
continuous feedback in response to the user’s continuous
input. We focus here on continuous interactions that give
continuous visual feedback, such as geometric changes of a
graphical object in response to continuous user input, such
as the movement of a mouse or a pen. These constitute a
nontrivial portion of direct manipulation UIs [7, 19].
Some standard GUI widgets, such as scrollbars and sliders,
exhibit continuous behaviors. However, more complex,
application specific continuous behaviors are often required
for graphical objects representing application semantics,
often inside the inner pane of an application window. For
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INTRODUCTION

Informal prototyping tools [1, 3, 11, 12, 17, 21, 25] can
help designers rapidly prototype and test an idea, without
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Figure 1: The Monet interface. Continuous widgets
can be created and tested in the middle canvas.
Their thumbnails are shown on the left and states of
interests on the right.
* The work reported in this paper was carried out during the first
author’s affiliation with the University of California at Berkeley.

example, a dial in a music player allows a user to set the
volume by turning its knob. In a climate viewer, a floating
bar can be moved freely on a map with its height changing
to reflect the rainfall at a particular position on the map.
Navigation in zoomable user interfaces or fisheye views
often involves continuous interactions. In addition, interactive demonstrations and games often require continuous
behaviors. For example, to demonstrate how the force of a
spring varies when it is stretched, a presenter drags a spring
that causes a dial needle to point to the associated force.
Modeling Continuous Interactions

In essence, many continuous interactions, in this context,
can be considered as a continuous valued function that
takes 2D positions of a pointing device on a screen as input
and gives continuous values of geometric transformations,
such as rotation, translation, scaling or their combinations,
that should be applied to a manipulated graphical object,
i.e., a continuous widget. For example, the continuous function for a vertical scroll bar gives translations based on the
y-coordinate of a pointing device. Therefore, the task of
specifying continuous interactions essentially becomes a
task of specifying this continuous function.
However, it would be too complex and slow for informal
prototyping if designers needed to specify this function in a
parametric way. This would require designers, who are not
programmers, to think abstractly and use specification languages or complex interfaces. We intend to enable designers to prototype continuous interactions by example.
Monet can approximate a desired continuous function
based on a few samples given by a designer and then the
function can be used to generate a geometric configuration
in response to any input on a 2D canvas. Based on our experience, on average about three samples are required.
Monet also allows designers to demonstrate compound behaviors, i.e., multiple widgets can change synchronously,
by direct manipulation, e.g., a box becomes larger when a
slider’s elevator goes up. In addition, Monet can learn
states of interest of continuous widgets from examples, e.g.,
the states of a spring could be “stretched” or “condensed.”
To integrate with discrete interactions, continuous widgets
can be embedded into a storyboard page and their states can
be used to trigger or condition storyboard transitions.

tinuous Widgets panel on the left. Designers can create
states of interest of the widgets in the panel on the right.
Monet has two modes: Sampling mode and Interaction
mode. In Sampling mode, a designer can sketch continuous
widgets and demonstrate their behaviors by adding or removing samples. In Interaction mode, a designer can test
out continuous widgets by interacting with them, create
compound behaviors by linking multiple widgets and demonstrate states of interest of the widgets by giving examples. A designer can switch between the two modes by selecting radio buttons. To improve mode visibility, the canvas’s background is yellow in Sampling mode (see Figure
2a) and white in Interaction mode (see Figure 2d).
An Introductory Example

To describe how a designer can prototype continuous interactions in Monet, we first give an example of prototyping
an interface for controlling room temperature. A designer
wants to have a dial on the interface so that end users can
set a desired temperature by dragging the needle of the dial
to a target position. In addition, the designer wants the interface to automatically show warning information if a target temperature is too high or too low. In this example, the
interaction of dragging the dial needle is continuous, while
the triggering to show the warning information is discrete.
Demonstrating Continuous Interactions. The designer first

draws a dial on the canvas and selects the strokes representing the needle by drawing a selection gesture1. This creates
a continuous widget, i.e., the needle, with these strokes. A
thumbnail representing the widget appears in the left panel.
The transformation manipulators appear around an oriented
bounding box of the widget (see Figure 2a). A designer can
translate the widget by dragging it directly, rotate it around
the center of the box by dragging the knob and scale it via
the eight rectangular manipulators surrounding the box.

The rest of the paper is organized as follows. First, we
show how Monet can be used to prototype continuous interactions through an introductory example. Second, we
illustrate how to demonstrate a compound behavior and
how to use a movement path in Monet. Next, we describe
the underlying algorithms for approximating continuous
interactions and classifying states, which is followed by
more examples and a description of our informal evaluation
of the system. Then, we discuss the capabilities of Monet
and our ideas for future work. Finally, we wrap up with a
discussion of the related work and our conclusions.

Figure 2a. Once a designer selects a group of
strokes, a continuous widget is created and its
thumbnail is added to the left panel. A designer can
move the widget by dragging it, or rotate and/or
scale it via the manipulators surrounding the widget.

THE MONET INTERFACE

The Monet interface has three parts (see Figures 1 and 2a).
The canvas allows designers to create and test multiple continuous widgets whose thumbnails are shown in the Con-
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In Monet, designers draw a gesture by pressing the barrel button
of a pen. A designer can select a set of strokes by circling them,
delete by scribbling on top of them, and undo & redo by drawing
horizontal lines towards the left for undo and the right for redo.

The cursor-shaped blue object on the widget, called the
user cursor, represents the end user’s pointing device, such
as a mouse or a pen. The designer drags the user cursor to
the tip of the needle to indicate a typical place where an end
user will interact with the needle (see Figure 2b).
Then the designer clicks the Sample button (see Figure 2a)
to make a sample of the needle (see the gray needle on the
right in Figure 2c), which means that in the running widget
the needle should be in the current geometric configuration
while the user’s input is at the position of the user cursor.
Next, the designer drags the widget to another position,
rotates it to a target angle and makes another sample (see
the gray needle on the left in Figure 2c).
With these two samples, a designer can test out this design
by selecting the Interaction radio button. In Interaction
mode, the continuous widget is green, which indicates it is

active for interactions (see Figure 2d). A designer can drag
the needle, which will rotate around its base at the bottom
of the dial in response to the input. It is not necessary to
drag the needle from the defined user cursor position. However, the closer to that position it is, the better effect the
system can give.
A designer can show the samples used to define a widget
by selecting the Debug checkbox. The shown samples can
help a designer see how they affect the interactions so that
the designer can refine a design by adding or removing
samples.
Demonstrating States of Continuous Widgets. To trigger an
interface to show warning information when a target temperature is too high or too low, a designer first adds three
states: comfortable, cold and hot in the right panel (see Figure 3). Still in Interaction mode, for each of the three states,
the designer drags the needle to a position corresponding to
a state and clicks the Add Example button to add an example to that state. Once each state has at least one example,
every time the needle is moved, the system automatically
identifies a state by selecting it (see Figure 3). If the state
inference is incorrect, a designer can correct it by selecting
the correct state and adding the misclassified example to
the state. This will let the system refine the classification by
retraining itself based on the new example.

Figure 2b. A designer moves the blue user cursor representing the user’s input to a position
where she thinks an end user will most likely interact with the needle.

Figure 2c. A designer makes two samples of the
needle in two different geometric configurations,
i.e., the two gray needles on the dial.

Figure 2d. In Interaction mode, a designer can
interact with a continuous widget, i.e., the green
needle. The system shows the samples, in gray,
and a detected pivot (the red circle) when debugging.

Figure 3. Three states, i.e., comfortable, cold and hot,
are created in the right panel. A designer adds an example to a state by dragging the needle to a position
that belongs to that state and clicking the Add Example button. Every time the needle is moved, the system gives its best guess of the current state of the
needle by highlighting the inferred state label.

Note that a designer specifies these states by demonstrating
them instead of by specifying parameters, e.g., specifying
the hot zone as the needle is between 0 and 30 degrees. At
first glance, our demonstrational approach might seem less
efficient. However, when a state involves complex combination of positions, scaling and angles, a parametric approach may require using a very complex interface or
specification language. In contrast, the user interface for
learning states from examples can scale well, enabling designers to specify complex states in a consistent manner.
Integrating Continuous Widgets into Storyboards. Once the

designer finishes prototyping the dial, she can embed the

dial into a storyboard page (see Figure 4)2. A storyboard
page represents a screen of visual output and a link represents a transition between pages. Monet leverages the implicit and explicit links that are used in Topiary storyboards
[12] for prototyping the discrete aspect of interfaces. Implicit links represent transitions that automatically execute
when states associated with that link occur. Explicit links
represent GUI elements that users have to click on, e.g.,
buttons or hyperlinks. The states of continuous widgets on a
storyboard page can trigger or condition implicit or explicit
links, respectively. This example shows how the states of
the dial needle can trigger implicit links.

The designer rotates the dial needle clockwise from left to
right, drags the slider from bottom to top and stretches the
spring to the right. Monet watches the designer’s interactions with each widget and analyzes their movement relationships once the designer clicks the toggle button again to
finish the demonstration. A red box appears around the
three widgets in the left panel (see Figure 1), indicating that
their behaviors are linked together.
Now, when a designer interacts with any of these three
widgets, the other two will respond accordingly. For example, moving the slider’s elevator up will cause the dial needle to rotate clockwise and the spring to stretch to the right.
Using Movement Path

Sometimes, the movement of an object is required to be
constrained to a curved path. For example, in a traffic control demonstration, a car moves along a path and rotates to
keep itself oriented along the path. This type of interaction
is not common in normal user interfaces but is useful in
games or interactive simulations (see the simulation of the
Sine function in Figure 5).

Figure 4. The dial is embedded into a storyboard
page. The two links from the dial page to the other
two pages are associated with two states of the dial,
i.e., hot and cold. While running this prototype, a user
can drag the needle continuously and an appropriate
transition will be triggered automatically when the
needle is dropped into a hot or cold zone.

A designer draws two implicit links starting from the dial
page to the other two pages showing warning information.
Then the designer associates two states of the dial, i.e., hot
and cold, with the two links. Now the designer can test out
this design by running it directly. While running this prototype, a user can drag the dial needle, which will rotate continuously around its base at the bottom of the dial. If the
needle is dropped in the hot zone, the storyboard will fire a
transition automatically to the hot page and if in the cold
zone, the cold page will be displayed.
Continuous Widgets Working Together

Once the behaviors of individual widgets are prototyped, a
designer can link multiple widgets to perform a compound
behavior. In Figure 1, a designer creates three widgets: a
dial, a vertical slider and a spring. In Interaction mode, the
designer clicks the toggle button Link Widgets to start
demonstrating a compound behavior.
2
A designer can directly embed continuous widgets into a storyboard page by clicking the Insert Widgets button when the Monet
interface is invoked from that page.

Figure 5. A simulation of the Sine function.
When a user rotates the needle representing
the current value of angle α, a box slides along
the curve indicating the corresponding value of
sin(α). This interactive simulation employs both
a movement path and compound behaviors.

In Monet, a designer can constrain the translation of a widget to a movement path. In Sampling mode, a designer can
draw a single stroke path after clicking the toggle button
Draw Path. Once a path is added, all samples will be
snapped to the path. In Interaction mode, a widget will
translate along the path and scale/rotate at the same time in
response to the user’s input.
ALGORITHMS

In this section, we describe the algorithms for constructing
continuous interactions from samples by function approximation and for inferring widgets’ states of interest by statistical classification.
Approximating Continuous Interactions

As mentioned earlier, we model the behavior of a continuous widget as a continuous valued function over the user’s
continuous input, i.e., the position of a pointing device on a
2D canvas. The continuous output of the function is the
geometric configuration of a widget in response to an input

position. In our current implementation, a geometric configuration includes the size, the position and the orientation3 of a widget. Our algorithms for constructing continuous interactions approximate this continuous function based
on multiple samples provided by designers. Each sample
has an input, i.e., the position of a user cursor, and an output, i.e., the geometric configuration of the sample. Then,
an approximated function can give a geometric configuration for a widget in response to any position on the canvas.
Our algorithms are based on a class of neural network models, i.e., radial basis function (RBF) networks. These networks possess the property of best approximation and provide techniques for approximating arbitrary non-linear
functional mappings between multidimensional spaces [2].
Another significant advantage of RBF networks is that they
can be trained substantially faster than other neural networks such as multi-layer perceptrons. So RBF networks
are appropriate for interactive design in which a designer
needs to quickly iterate on a design by demonstration.
The approximation process here involves filtering out invariant geometric components in a preprocessing procedure, constructing a RBF network and detecting a possible
pivot for constraining the output of the RBF network.
Preprocessing. While creating samples, irrelevant geometry

changes can be captured incidentally. For example, the
samples might have slightly different orientations, which
could be caused by a designer accidentally dragging a rotation manipulator. These are invariant components of the
configuration that a designer does not want to change in
response to user input. We filter out the invariant factors by
calculating the variance of samples in the width, the height,
the x-coordinate, the y-coordinate and the orientation. For a
component whose variance is smaller than a constant, its
mean is used as a fixed output value of the approximated
function on that component, e.g., keeping the orientation
fixed. Otherwise, the relationship between the input and a
component is approximated using a RBF network.

Constructing a RBF Network. We first formalize the input
and output of the function that we are approximating. We
decompose the orientation component α (−π< α ≤ π) as two
subcomponents, i.e., cos(α) and sin(α), because the numerical difference between two angles does not always reflect
their distance in the orientation space. For example, the
orientation of −π is the same as that of π but the numerical
difference between them is large. So a geometric configuration of a widget can be characterized as a vector:

g = (sx, sy, dx, dy, cos(α), sin(α))

M

(2)

g k′ ( p ) = ∑ wkjφ j ( p )
j =1

In our case, it is a mapping from a two-dimensional input
space p, i.e., a 2D coordinate, to a one-dimensional target
space gk′(p), i.e., the kth component of g′. Here we use a
Gaussian as a basis function:
⎛ p−µ 2 ⎞
j
(3)
⎟
φ j ( p ) = exp ⎜⎜ −
2
⎟
2σ j ⎟
⎜
⎝

⎠

where µj is the vector determining the center of a basis
function and ║p − µj║ is the Euclidean distance between
the input vector p and the center of the basis function.
To train a RBF network, we first construct the hidden units
of Gaussians by determining their means and deviations. To
simplify the algorithm for our current implementation, we
use the position of each sample’s user cursor as the center
of a Gaussian and use twice the mean distance of a Gaussian’s center to other Gaussians’ centers as its deviation.
We then determine the final-layer weights wkj by solving a
linear equation system:
ΦWT ═ T

(4)

where Φ is a matrix and (Φ)nj ═ φ j(p ), p is the nth sample’s input, (T)nk = tkn which is the nth sample’s gk′. Therefore, training this network by matrix inversion is substantially faster than gradient descent search used for training a
multi-perceptrons network.
n

n

Once a network is trained, it can give a normalized geometric configuration, i.e., g′, in response to any user’s input p.
Then each component of g′ needs to be mapped back to its
original space before being applied to a widget.
Detecting a Pivot. To achieve more precise approximation,
we detect whether a pivot exists for a widget given a set of
samples. A pivot is a point on a canvas that has the least
difference in terms of its relative position to each sample.
Intuitively, a pivot could be the center for rotating or the
base for scaling (see Figure 6).

(1)

The sx and sy are the size of the widget. The dx and dy are a
widget’s 2D position. To stabilize the learning, we normalize the vector g as g′ by mapping each component of g from
its original space into the range of 0 to 1. For example,
cos(π/2) will be mapped to 0.5 because −1≤ cos(α) ≤ 1.
3

A RBF network combines a weighted collection of kernels
(or basis functions) [2, 20]:

The orientation of a newly created widget is acquired by conducting a Principle Component Analysis on the points of the
strokes constituting the widget. The orientation is then modified
when a widget is rotated.

Figure 6. The pivot for the box-shaped widget
(left), shown as the red circle, is the bottom-left
corner of each sample (in gray) and for the
wedge-shaped widget it is the co-center of its
samples.

A pivot is a point on a canvas to which a widget tends to
constrain itself while being dragged by a user. For example,
the box widget in Figure 6 always keeps its bottom-left
corner at the pivot while the box is changing.

Detecting and using pivots enables more precise approximation when there are few samples. For example, without
using a pivot, there will be some small oscillations at the
base of the needle in our introductory example while it is
rotating. The pivot helps fix its base at the bottom of the
dial (see Figure 2d). However, a pivot does not always exist
for a widget given a set of samples. For example, the slider
in Figure 1 does not have a pivot.
Our algorithm for detecting such a pivot is described below.
Given a point (x, y) and a set of 2x3 matrices with each
matrix Ti constructed from the geometric configuration of
the ith sample (see Equation 1)4 of all n samples, we formulate the variance of the transformed positions of the point
by each of these matrices as:
f ( x, y ) =

1 n
∑ Ti [x
n i =1

y 1] −
T

1 n
∑ Ti [x
n i =1

y 1]

T

2

(5)

We are looking for the point (x′, y′) which has the minimum
variance. This is achieved by minimizing f(x, y) with respect to the x and y, we find
∂f ( x, y )
∂f ( x, y )
= 0,
=0
∂x
∂y

(6)

which represents two coupled equations for the x and y. We
use singular value decomposition (SVD) to solve this linear
equation system, which is able to give a numerically wellbehaved algorithm when the matrix is ill-formed. If the
minimum value, i.e., f(x′, y′), is smaller than a constant, we
calculate the pivot as follows:
v=

1 n
∑ Ti [x′
n i =1

y ′ 1]

T

(7)

Classifying Geometric Configurations into States

We use a simple but efficient classification technique, i.e., a
Naïve Bayesian Model (see Equation 8) [20], to classify
geometric configurations of continuous widgets into a set of
target states, e.g., the three states in the introductory example: hot, cold and comfortable. Equation 8 gives the probability distribution over possible states S given geometric
configurations of a set of widgets, (x1,…,xn).
(8)
P (S x ,..., x ) = αP (S ) P (x S )
1

n

∏

i

i

Here, we assume the distribution over xi is a Gaussian given
a state. We made a few adjustments to meet the requirements of our problem while applying this probabilistic
model. For example, it is common that a designer gives few
examples for a state. So we use a constant as the minimum
for the variance of a continuous variable so that it can still
give a reasonable prediction even when there is only one
example for a state. We also do not use the prior P(S) because the number of samples for each state often does not
represent how often a state appears — it might simply be
because designers want to use more or less samples for a
state.
ADDITIONAL EXAMPLES

In this section, we give additional examples to further clarify the algorithms and the capabilities of Monet.
Drag & Drop and Scaling

Drag & Drop and scaling are common interaction techniques in direct manipulation interfaces. A designer can
easily prototype these interactions in Monet (see Figures 7–

The two position components of the output, i.e., dx and dy
(see Equation 1), will be adjusted based on the pivot, if any,
so that the pivot’s relative position to the widget is always
the same while the widget is being transformed.
Approximating based on a Movement Path

When a movement path is specified for a widget as in Figure 5, the approximation process is slightly different. The
user’s input is first mapped to the closest point p on a path.
The stroke length from the starting point of the path stroke
to p is calculated as a path pos. The path pos is used as the
one-dimensional input of a RBF network. While training,
the center of each Gaussian becomes the resulting path pos
of each sample’s input. In addition, pivot detection is not
applied when a path is specified and the position of a widget is always constrained to the path.
A path ratio, i.e., a path pos divided by the total length of a
path, is used for constructing compound behaviors. While
demonstrating a compound behavior, each widget preserves
its movement path while being manipulated. Later on, when
interacting with a widget of a compound behavior group,
the user’s input is first mapped to a path ratio based on the
path kept by the widget. Then this ratio is applied to the
paths kept by the other widgets, which drive all the widgets
in the group to change synchronously.
4

A geometric configuration can be considered as a transformation
relative to a 1x1 orthogonal rectangle centered at (0, 0) in which
sx & sy are scales and dx & dy are translations.

(a)
(b)
Figure 7. With the two samples shown in (a), the
box can be dragged along the direction of the
two samples. After adding another sample (b),
the box can be dragged freely on a 2D canvas.

(a)
(b)
Figure 8. Iso-scaling can be prototyped with the
two samples shown in (a). However, after adding
one more sample, as in (b), the box can be
scaled freely, with the top right corner of the box
always following the user’s input.

8). By iteratively adding or removing samples, a designer
can refine the behavior of a widget. A wide variety of continuous behaviors can be prototyped in a simple and consistent way.

slider to control two-level zooming that shows a simplified
view of content at one level and a detailed view at the other
level. The task involved integrating continuous widgets
with storyboards using demonstrated widget states.

A Scroll Bar

Observations and Feedback

Compound behaviors can be used to create realistic examples of more complex behaviors. For instance, a vertical
scroll bar as well as the scrollable content it controls can be
easily prototyped (see Figure 9).

Our participants accomplished all of the tasks with little
assistance although two did not complete the last task exactly as required. We got positive feedback on the tool in
spite of some stability issues such as refresh problems and
the misrecognition of gestures. Our participants thought for
the most part that the tool was straightforward and easy to
use. In particular, they liked the idea of using samples.
They thought the tool would be useful for rough UI prototyping as well as simulation. As one participant commented,
“It’s pleasing to use… like sketching with pencil and
paper… pretty neat. For the amount of work, it gives
you a pretty good sense of semantic zooming and
these continuous interactions … otherwise I cannot
think of any other tools that can do this.”

(a)
(b)
Figure 9. Prototyping a scroll bar. (a) is part of the
Monet interface for prototyping a scroll bar behavior. (b) is the scroll bar as well as the scrollable content embedded in a storyboard page.

In Figure 9a, a scrollbar and the content are created as two
continuous widgets that can move vertically. They are
linked as a compound behavior that when the scrollbar elevator moves up, the content moves down and vice versa.
Then a designer restricts the visible region to the scrollbar’s
height by resizing the gray box, which has four handles at
its corners (see Figure 9a). When the two widgets are embedded into a storyboard page (see Figure 9b), only the
selected region is visible. So when running this prototype, a
user can drag the scrollbar’s elevator, which will move the
content up and down accordingly with the part above or
below the scrollbar trimmed.
IMPLEMENTATION

Monet is implemented in Java 2 SDK v1.4.2. Monet currently has 80 Java classes with about 7000 lines of source
code. Monet leverages the storyboard implementation of
Topiary [12] and the command queue of SATIN [6] for
handling undo and redo. We use JAMA [8] for matrix
computation.
INFORMAL USER TESTS

We informally evaluated Monet with 5 participants (3
graduate students and 2 undergrads). Three were HCI researchers and the other two had experience with UI design
and development. We used a Compaq Tablet PC TC1000
with a 1GHz Transmeta Crusoe TM5800 Processor,
512MB of RAM, 10.4 inch display, and a pen with a barrel
button. Each session took about one hour, which included
learning to use the tool (15 minutes), performing three tasks
from easy to hard (30 minutes) and a debrief session (15
minutes). The first task was to prototype a horizontal slider.
The second task involved creating a horizontal spring and a
dial, and then linking them together. For the last task, the
participant was asked to create an interface with a vertical

However, two major problems were exposed by the test.
First, our participants felt that the two modes in Monet,
Sampling and Interaction, were a little confusing. Compound behaviors and widget states had to be designed in the
Interaction mode. They wished for a clearer division of
capabilities in the modes such as one for design and the
other just for testing. They also suggested renaming these
modes. Another major critique was that there was a lack of
feedback when creating compound behaviors. Our participants complained that it was not obvious if the system was
recording or how the recording was progressing.
Our participants also gave us a number of good suggestions. For example, one suggested choosing a current widget by directly clicking it on the canvas instead of clicking
its thumbnail in the Widget Panel. Some suggested supporting additional types of input, e.g., hovering, rather than just
left drag, and time input to allow some interesting examples
(e.g., once a stretched spring is released, it should automatically recoil.) Participants also wanted explicit ways to
constrain the movement of a widget to a certain range.
DISCUSSION AND FUTURE WORK

In this section, we discuss the expressiveness as well as the
limitations of Monet, the performance of the algorithms,
and the integration of continuous and discrete interactions.
Expressiveness and Usefulness

Monet supports a wide variety of continuous behaviors,
including both standard widgets such as scroll bars and
unusual ones representing application semantics. These can
be prototyped in a consistent and simple way, i.e., by demonstration. A Monet design, i.e., a set of continuous widgets, can be run independently or embedded into a storyboard page to work with storyboard transitions to enable
more complex interactions. This can greatly enhance existing informal UI prototyping tools.
Design Space. Generally speaking, any interactions that
give continuous feedback in response to continuous user
input can be considered continuous. In GUIs, continuous

output is often related to the visual attributes of a manipulated graphical object. The size, the position and the orientation of an object, all supported by Monet, are three important attributes. They allow the major forms of visual feedback based on geometric transformation, such as zooming,
translation, rotation, or their combination.
However, there are some geometric transformations that are
not supported by Monet, e.g., skewing and more complex
deformations, although these are less commonly used. By
modeling a widget with a triangle mesh rather than an orientated box, interesting examples that a designer might be
able to prototype include the floating toolbar in Mac OSX
and fisheye views.
Another important visual attribute that we intend to support
is color. For example, a user can drag in a color palette and
the target color continuously changes. With some simple
extensions, Monet can easily support color output.
Monet currently allows a continuous interaction to be invoked only when the left-button of a mouse is pressed and
dragged or the tip of a pen is pressed down and slid. So a
continuous interaction will not be invoked at other times.
However, Monet can be easily extended to support various
ways for invoking continuous interactions by allowing designers to specify modifiers such as the left or right mouse
buttons, or the Shift or Control key. With these modifiers, a
designer can specify what behavior should be invoked
when certain modifiers are set. For example, a box can be
zoomed while a user drags over the box with the left-button
down and moved while the right-button is down.
Time is the key continuous input that Monet currently does
not support. Although time cannot be considered the user’s
input, it is the major input for animation, which is useful for
prototyping some user interface widgets (e.g., a progress
bar) and simulations (e.g., physical simulations). We could
simply record and replay the motion of a widget to produce
simple animation, or provide a built-in timeline control in
Monet to drive the movement of continuous widgets.
Monet focuses on the relationship between the user’s input
and the graphical output of an individual widget. It provides
little support for specifying the relationship between
graphical objects. Compound behaviors enable some simple
constraints among individual widgets to be prototyped.
However, there are some more complex constraints between graphical objects, e.g., an arrow staying attached to a
box when the box is dragged. This type of interaction is
hard to specify without using predefined knowledge.
Designing by Iterating on Samples. In Monet, the basic approach for design is iterating on samples. Designers add
samples based on what a widget should look like in response to the user’s input at a particular position. Based on
our experience, on average, about three samples are required for prototyping a continuous widget. The behavior
of a widget can be refined by adding more samples.
For prototyping an individual continuous widget, we did
not use the approach of constantly watching a designer’s
manipulation of the widget and analyzing the motion sequence. This is because it is hard to support complex situations in which multiple kinds of transformations are re-

quired to be performed at the same time. However, we analyze motion sequences for constructing compound behaviors based on the behaviors of individual widgets.
Lightweight versus Precise. Our approach gives designers a
lightweight way to rapidly prototype continuous interactions. However, the approximation essence of this approach
implies that it will not give results as precise as using a
parametric method such as using constraint specifications
or programming languages. For example, in Monet, there is
no direct way for a designer to precisely limit the movement of a widget into a certain range5.
However, since our goal here is to support rapid informal
prototyping and to create low-fidelity prototypes, it is more
important to enable a lightweight way for iterating on a
rough idea fluently than to achieve precise specifications.
The latter is necessary only in the later stages of design,
when we produce high-fidelity prototypes or final systems.
Multiple Behaviors and Generalization. In addition to those
unsupported interactions mentioned in the Design Space
section, we would like to point out two other limitations of
our tool.
A compound behavior in Monet allows multiple continuous
widgets to work together in a synchronous way. However,
Monet currently does not allow multiple behaviors for a
single widget such that a widget behaves differently when a
user interacts with different parts of the widget, e.g., we
cannot prototype the built-in manipulators in Monet (see
Figure 2b). We will implement this feature in the future.
Currently, a continuous behavior is bound to a particular
widget. With some simple extensions, more generalization
can be achieved by applying a widget’s behavior to another
widget. For example, the Drag & Drop behavior of a box
can be applied to a triangle or another kind of shape so that
a designer does not need to prototype each of them. However, as Monet is aimed at informal prototyping, which
often requires prototyping a few key interactions rather than
the entire interface, this type of generalization may not be
necessary.
Further Evaluation. We are planning to conduct more formal evaluations on Monet. We intend to find out how
closely the approximation process matches designers’ intuition in term of where or how many samples should be
added. Currently, a designer refines a design by trial and
error. By better understanding a designer’s intuition on how
to do this, we can improve the tool by informing a user of
where they might need to add samples.
Performance of Algorithms

Algorithms for both function approximation and classification take an insignificant amount of time, as the major computations, such as matrix inversion, are inexpensive. Monet
can reasonably approximate a desired continuous interaction based on a few samples. For example, in Figure 7b, the
standard deviations from the ideal values of dx and dy in
5

However, a widget’s behavior can be constrained to a manipulation path when demonstrating a compound behavior. For example,
a dial needle can be constrained to only rotate for a half circle
rather than a full circle.

the rectangular region covered by the three samples are 15
and 16 pixels respectively. These are insignificant compared to the size of the box, 85x71. The approximation can
be improved with more samples. The farther away from the
sample region it is, the larger the approximation error is,
due to the localized essence of the kernels, i.e., Gaussians
in our case. The network can approximate local features
well but it is not efficient for capturing global features.
We used a Naïve Bayesian Model to classify widgets’
states based on their geometric attributes. This can model
many useful and interesting examples even without using
any domain knowledge. However, there are some complex
cases that our current classifier does not support well. For
example, our classifier cannot successfully classify the two
states of a box where in one state the box is at one of the
four screen corners and in the other state the box is at any
other places on the screen. Designers can still work around
this by modeling the corner state as four distinct states with
each corresponding to a corner. The algorithmic solution,
however, is to classify based on a transformed form of the
geometric attributes that can better describe a state space,
instead of using these attributes directly. Unfortunately,
such transformations often involve the use of domain
knowledge.
Combining Continuous and Discrete Interactions

This work was motivated by the fact that previous informal
prototyping tools cannot prototype continuous interactions.
Storyboards, which these informal tools are based on, can
only represent discrete interactions, i.e., page transitions
triggered by a mouse click. Monet enables prototyping continuous interactions, which significantly extends the visual
language of existing informal UI prototyping tools.
Monet enables a fluent way to integrate continuous interactions with discrete storyboards as shown in the introductory
example. Continuous interactions can condition or trigger
discrete transitions of storyboards. In turn, discrete transitions decide what continuous interactions can be invoked
because only continuous widgets on the current page are
available to users. This combination can enable prototyping
complex interactions. This is consistent with the interaction
computational model proposed by Jacob et al [7], which
combines a constraint-like component for continuous interactions with an event-based component for discrete interactions. However, our focus here is to support UI designers at
an informal prototyping level rather than at a software or
specification language level.
RELATED WORK

In this section, we discuss the relationship of Monet to previous work in informal prototyping, programming by demonstration and geometric modeling.
Informal Prototyping

Monet as an informal UI prototyping tool focuses on continuous interactions. Several informal prototyping tools [1,
11, 12, 17, 21] have been built and a basic design metaphor
that they share is the storyboard, which is efficient for prototyping the discrete aspects of user interfaces but not for
the continuous portions. This is due to the discrete essence
of storyboards and the more dynamic nature of continuous

interactions. Some domain specific and limited continuous
behaviors have been supported by previous tools. For example, SILK [11] and JavaSketchIt [3] can recognize
scrollbars using rule-based knowledge. Topiary [12] allows
continuous map updates based on continuous location context. However, none of the previous informal prototyping
tools supports continuous graphical interactions in a general
sense, which includes not only common GUI widgets but
also unique behaviors of graphical objects representing
application semantics.
Programming by Demonstration

Our work has a strong tie with the area of programming by
demonstration (PBD). PBD has been intensively studied for
many years and comprehensive surveys can be found [4,
13]. Here we compare Monet with the most relevant systems.
Overall, continuous interactions have been addressed by
some of previous PBD systems [5, 10, 14-16, 19, 22, 26].
However, none of this previous work is appropriate for the
informal prototyping phase as these systems are mainly
targeted on producing more finished UI systems (e.g., generating code or an entire system). In contrast, Monet is
aimed at supporting UI designers, not developers, for fast
iteration of ideas in the very early stages of design. Monet
allows designers to prototype a rough idea in a fast and
lightweight way (i.e., by sketching and demonstration) as
its goal is just to approximate desired continuous behaviors
for testing with end users and getting early feedback, instead of inferring every detail of behaviors for producing
code.
DEMO [23] and Pavlov [22] propose a stimulus-response
model for specifying how graphical objects should respond
to the user’s input. Lapidary [26] allows specifying the objects’ responses to a input device using a set of predefined
interactors representing input device behaviors. Peridot
[15] allows designers to design and implement direct manipulation widgets using a “simulated mouse” representing
a mouse device. Monet benefits from these instructive
metaphors on how the relationship between the user’s input
and the behavior of manipulated graphical objects can be
specified. In particular, Monet’s user cursor is similar to the
mouse input icons in Gamut [14]. Monet’s samples are conceptually akin to temporal ghosts in Gamut and snapshots
in Chimera [10] and Inference Bear [5].
However, Monet uses these demonstrational metaphors in a
very different way as the underlying algorithms for constructing continuous behaviors are fundamentally different.
Monet does not really “infer” a continuous interaction using
heuristic search or based on predefined rules as previous
systems do. It is often hard to find a complete set of rules to
reflect diverse and complex application semantics. Monet
simply approximates a continuous interaction based on the
position of a user cursor and the corresponding geometric
configuration of a widget. Despite other differences, this is
also a key feature to distinguish Monet from constraintbased approaches for continuous interactions used in previous systems, e.g., LEMMING [19] and Chimera [10].

Another key difference with previous systems is that Monet
is the first that explicitly supports the concepts of continuous and discrete interactions using high level visual languages. It provides a consistent way for integrating continuous with discrete interactions by triggering and conditioning storyboard transitions using the demonstrated states
of widgets. This enables Monet to handle complex interface
behaviors in a simple way.
Geometric Modeling

Function approximation in Monet is achieved by constructing a continuous surface based on scattered samples. This is
similar to an interpolation process that has been widely
used for geometric modeling. Kovar and Gleicher [9] used
an interpolation space to represent a family of drawings
similar to given examples so as to help create new artwork.
In particular, radial basis functions have been a common
technique in computer graphics for character animation and
morphing [18, 24]. We employed several techniques to
optimize the approximation results, as discussed earlier.
CONCLUSIONS

Continuous interactions play an important role in highly
interactive graphical user interfaces. However, they have
not been well supported by previous informal prototyping
tools. Although traditional PBD systems provide some support for continuous interactions, they are too heavyweight
for early stage UI design. We built Monet, a sketch-based
tool for prototyping continuous interactions by demonstration. It allows designers to prototype a useful subset of continuous interactions using samples, demonstrate compound
behaviors of multiple widgets by direct manipulation and
specify states of interest of a set of continuous widgets by
example. Monet also supports an easy integration of continuous and discrete interactions by embedding continuous
widgets into storyboard pages. The continuous interactions
can trigger or condition storyboard transitions. Monet
greatly expands the visual language for informal prototyping and enables more complete tool support for early stage
UI design. Informal user testing of Monet garnered positive
feedback.
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